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PPO / PG / A2C in Discrete / Continuous Action Sets
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Continuous actions

Algorithms involving a policy and value network where the value is used in the 

policy update are called actor-critic algorithms. 



PPO / PG / A2C in Continuous Action Sets
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where  𝐴𝑖 is a weighted average of the following (GAE): 

…
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Two Types of Actor-Critic Algorithms
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PPO / PG / A2C
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𝜋𝜃 𝑎 𝑠𝑖 𝑄𝜙(𝑠𝑖 , 𝑎)Update 𝜃 with

Idea more 

aligned with

Policy-based bandits (forming unbiased 

reward estimator) 

Value-based bandits (forming reward estimator 

from regression) 

Policy Iteration Policy Iteration or Value Iteration – e.g. DQN  

Training type On-policy On-policy or off-policy (using data 

collected from previous policies)



DDPG



Deep Deterministic Policy Gradient (DDPG)

For 𝑘 = 1, 2, … 

Use 𝜇𝜃 𝑠 + 𝒩(0, 𝜎2) to collect samples and place them in replay buffer

𝜃 ← 𝜃 + 𝜂 ෍

𝑖=1

𝑛

∇𝜃𝑄𝜙 𝑠𝑖 , 𝜇𝜃 𝑠𝑖

𝜙 ← 𝜙 − 𝜆∇𝜙 ෍

𝑖=1

𝑛

𝑄𝜙 𝑠𝑖 , 𝑎𝑖 − 𝑟𝑖 − 𝛾𝑄ഥ𝜙 𝑠𝑖
′, 𝜇ഥ𝜃(𝑠𝑖′)

2

Sample a batch 𝑠𝑖 , 𝑎𝑖 , 𝑟𝑖 , 𝑠𝑖
′

𝑖=1
𝑛  from the replay buffer 

ҧ𝜃 ← 𝜏𝜃 + 1 − 𝜏 ҧ𝜃ത𝜙 ← 𝜏𝜙 + 1 − 𝜏 ത𝜙,

The bandit version of this algorithm:  Page 11 here 

Lillicrap et al., Continuous control with deep reinforcement learning. 2015. 

https://bahh723.github.io/rl2025sp_files/continuous-bandits.pdf


TD3



Further Stabilizing DDPG (1/3): Twin Delayed DDPG

● Double Q-learning

𝜙1 ത𝜙1 𝜙2 ത𝜙2

When training 𝜙1, instead of using 𝑄ഥ𝜙1 to evaluate the regression target, use 𝑄ഥ𝜙2 Double Q-learning: 

TD3: min 𝑄ഥ𝜙1
, 𝑄ഥ𝜙2

Double Q-learning: Use independent samples to train 𝜙1 and 𝜙2

TD3:  Use the same set of samples 

          (the independence between 𝜙1 and 𝜙2 only comes from random initialization) 



Further Stabilizing DDPG (2/3): Twin Delayed DDPG

● Target policy smoothing

DDPG: use 𝑄ഥ𝜙(𝑠′, 𝜇ഥ𝜃(𝑠′)) as the regression target 

TD3: sample 𝑎′ = 𝜇ഥ𝜃 𝑠′ + 𝒩(0, 𝜎2)

use 𝑄ഥ𝜙(𝑠′, 𝑎′) as the regression target



Further Stabilizing DDPG (3/3): Twin Delayed DDPG

● Delayed policy updates:  running multiple steps of value updates before 

running one step of policy update

Remark:  all three changes make it harder for the policy 𝜇𝜃(𝑠) to exploit the error of the 

Q function 𝑄𝜙(𝑠, 𝑎)



Twin Delayed DDPG (TD3)

For 𝑘 = 1, 2, … 

Use 𝜇𝜃 𝑠 + 𝒩(0, 𝜎2) to collect samples and place them in replay buffer

𝜃 ← 𝜃 + 𝜂 ෍

𝑖=1

𝑛

∇𝜃𝑄𝜙1
𝑠𝑖 , 𝜇𝜃 𝑠𝑖

𝜙𝑗 ← 𝜙𝑗 − 𝜆∇𝜙𝑗
෍
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𝑛

𝑄𝜙𝑗
𝑠𝑖 , 𝑎𝑖 − 𝑟𝑖 − 𝛾 min

ℓ=1,2
 𝑄ഥ𝜙ℓ

𝑠𝑖
′, 𝑎𝑖

′ 2
 ∀𝑗 = 1,2

Sample a batch 𝑠𝑖 , 𝑎𝑖 , 𝑟𝑖 , 𝑠𝑖
′

𝑖=1
𝑛  from the replay buffer 

ҧ𝜃 ← 𝜏𝜃 + 1 − 𝜏 ҧ𝜃

ത𝜙𝑗 ← 𝜏𝜙𝑗 + 1 − 𝜏 ത𝜙𝑗  ∀𝑗 = 1,2

For each sample 𝑖, draw 𝑎𝑖
′ ∼ 𝜇ഥ𝜃 𝑠𝑖′ + 𝒩(0, 𝜎2𝐼)

If 𝑘 mod 𝑀 = 0: 

Fujimoto et al., Addressing Function Approximation Error in Actor-Critic Methods. 2018. 



SAC



Soft Actor-Critic (SAC)

● TD3 / DDPG: modeling 𝜇𝜃(𝑠) + additional noise for exploration

● SAC:  modeling 𝜇𝜃 𝑠  and 𝜎𝜃(𝑠) + adding entropy regularization



Entropy Bonus (≈ Boltzmann Exploration)

Bandit

𝜋 = argmax
𝜋

 ෍

𝑎

𝜋 𝑎 𝑅(𝑎) + 𝛼 𝐻 𝜋 = argmax
𝜋

 𝔼𝑎∼𝜋 𝑅 𝑎 − 𝛼 log 𝜋(𝑎)

MDP

𝜋 = argmax
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∞

𝛾ℎ ෍

𝑎

𝜋 𝑎|𝑠ℎ 𝑅 𝑠ℎ, 𝑎 + 𝛼 𝐻 𝜋(⋅ |𝑠ℎ)

= argmax
𝜋

 𝔼𝜋 ෍

ℎ=0

∞

𝛾ℎ 𝑅 𝑠ℎ, 𝑎ℎ − 𝛼 log 𝜋(𝑎ℎ|𝑠ℎ)



TD3 vs. SAC

● Value update

TD3: Sample 𝑎′ ∼ 𝜇𝜃 𝑠′ + 𝒩(0, 𝜎2)

Use 𝑄ഥ𝜙(𝑠′, 𝑎′) as the regression target

SAC:

Use 𝑄ഥ𝜙 𝑠′, 𝑎′ − 𝛼 log 𝜋𝜃 (𝑎′|𝑠′) as the regression target

Sample 𝑎′ ∼ 𝜋𝜃 ⋅ 𝑠′ = 𝜇𝜃 𝑠′ + 𝒩(0, 𝜎𝜃
2(𝑠′))



Soft Actor-Critic (SAC)

For 𝑘 = 1, 2, … 

Use 𝜇𝜃 𝑠 + 𝒩(0, 𝜎𝜃
2(𝑠)) to collect samples and place them in replay buffer

Sample a batch 𝑠𝑖 , 𝑎𝑖 , 𝑟𝑖 , 𝑠𝑖
′

𝑖=1
𝑛  from the replay buffer 

ത𝜙𝑗 ← 𝜏𝜙𝑗 + 1 − 𝜏 ത𝜙𝑗 ∀𝑗 = 1,2

For each sample 𝑖, draw 𝑎𝑖
′ ∼ 𝜇𝜃 𝑠𝑖′ + 𝒩(0, 𝜎𝜃

2(𝑠𝑖′))

Haarnoja et al., Soft Actor-Critic: Off-Policy Maximum Entropy Deep Reinforcement Learning with a Stochastic Actor. 2018. 

Perform Policy (𝜃) Update (to be specified later)

𝜙𝑗 ← 𝜙𝑗 − 𝜆∇𝜙𝑗
෍
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𝑠𝑖 , 𝑎𝑖 − 𝑟𝑖 − 𝛾 min
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𝑠𝑖
′, 𝑎𝑖

′ − 𝛼 log 𝜋𝜃(𝑎𝑖
′|𝑠𝑖′)  

2
 ∀𝑗 = 1,2



TD3 vs. SAC

● Policy update

TD3: Do not view −𝛼 log 𝜋𝜃 (𝑎|𝑠) as part of the reward

𝜃 ← 𝜃 + 𝜂∇𝜃𝑄𝜙(𝑠, 𝜇𝜃(𝑠))

SAC: View −𝛼 log 𝜋𝜃 (𝑎|𝑠) as part of the reward

Sample 𝑎𝜃 𝑠 = 𝜇𝜃 𝑠 + 𝜖𝜎𝜃(𝑠)   where 𝜖 ∼ 𝒩(0,1) 

𝜃 ← 𝜃 + 𝜂∇𝜃 𝑄𝜙 𝑠, 𝑎𝜃(𝑠) − 𝛼 log 𝜋𝜃(𝑎𝜃 𝑠 |𝑠)

Only train 𝜇𝜃(𝑠)

Train both 𝜇𝜃(𝑠) and log 𝜎𝜃(𝑠) 



Soft Actor-Critic (SAC)

For 𝑘 = 1, 2, … 

Use 𝜇𝜃 𝑠 + 𝒩(0, 𝜎𝜃
2(𝑠)) to collect samples and place them in replay buffer

𝜙𝑗 ← 𝜙𝑗 − 𝜆∇𝜙𝑗
෍

𝑖=1

𝑛

𝑄𝜙𝑗
𝑠𝑖 , 𝑎𝑖 − 𝑟𝑖 − 𝛾 min

ℓ=1,2
 𝑄ഥ𝜙ℓ

𝑠𝑖
′, 𝑎𝑖

′ + 𝛼 log 𝜋𝜃(𝑎𝑖
′|𝑠𝑖′)  

2
 ∀𝑗 = 1,2

Sample a batch 𝑠𝑖 , 𝑎𝑖 , 𝑟𝑖 , 𝑠𝑖
′

𝑖=1
𝑛  from the replay buffer 

ത𝜙𝑗 ← 𝜏𝜙𝑗 + 1 − 𝜏 ത𝜙𝑗 ∀𝑗 = 1,2

For each sample 𝑖, draw 𝑎𝑖
′ ∼ 𝜇𝜃 𝑠𝑖′ + 𝒩(0, 𝜎𝜃

2(𝑠𝑖′))

Haarnoja et al., Soft Actor-Critic: Off-Policy Maximum Entropy Deep Reinforcement Learning with a Stochastic Actor. 2018. 

Let 𝑎𝜃 𝑠𝑖 = 𝜇𝜃 𝑠𝑖 + 𝜖𝜎𝜃(𝑠𝑖)   where 𝜖 ∼ 𝒩(0, 𝐼) 

𝜃 ← 𝜃 + 𝜂 ෍

𝑖=1

𝑛

∇𝜃 𝑄𝜙1
𝑠, 𝑎𝜃(𝑠𝑖) − 𝛼 log 𝜋𝜃(𝑎𝜃 𝑠𝑖 |𝑠𝑖)

Further using 𝜋𝜃 𝑎 𝑠 =
1

2𝜋𝜎𝜃 𝑠 2 𝑑/2  exp −
𝑎−𝜇𝜃 𝑠 2

𝜎𝜃 𝑠 2
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